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1 Documentation - ICSENS Stereo Image

Vehicle Dataset

This documentation describes the ICSENS data set, a stereo image data set for vehicle detection,

pose estimation, and reconstruction, which was originally proposed in (Coenen and Rottensteiner,

2019). The presented ICSENS data set consists of street-level stereo images and delivers reference

information for the 3D pose and shape of vehicles being visible in the scene. A detailed description

and explanation of the acquisition setup, of the labelling procedure and of the provided reference

information will be given in the following documentation.

1.1 Acquisition

The data set was gathered in context of the measurement campaign described in (Schön et al.,

2018). For the acquisition of the data, a vehicle was equipped with a synchronised and calibrated

stereo camera rig and stereoscopic image sequences were recorded in urban environments in the

city of Hanover for the generation of the data set. Fig. 1.1 shows the vehicle which was used for the

data acquisition. Among other sensors, the stereo camera rig can be seen mounted on the front roof

top of the van. The cameras were mounted with an approximately horizontal viewing direction, i.e.

a viewing direction approximately parallel to the ground. The acquisition took place during day

time and dusk, leading to various and challenging lighting conditions in the images. The images of

the ICSENS data set are provided after stereo rectification, i.e. as images in the normal stereo case.

Since the bottom part of the recorded images contains the engine hood of the acquisition vehicle,

the images are cropped in order to remove the visible vehicle parts. Properties and characteristics

of the employed acquisition setup are given in Tab. 1.1. Tab. 1.2 shows the geometric uncertainty

of both data sets in form of the depth uncertainty σz of a stereo triangulated 3D point in different

distances from the camera (5, 10, 15, 20, and 25 m). For the calculation, a standard deviation σdisp

of 1 [px] is assumed for the disparity estimation.
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Figure 1.1: The measurement vehicle and the mounted sensor platform. The stereo camera pair is

visible at the front roof of the van.

1.2 Labelling

Vehicles were manually labelled in a subset of 1000 stereo images which were randomly extracted

from the recorded sequences (Schön et al., 2018). In order to generate the reference data for the

proposed data set, a set of 36 real-world dimensioned CAD models were collected via Google’s 3D

Warehouse1. Each CAD model was associated to one of the vehicle types in T = {Compact Car,

Sedan, SUV, Estate Car, Sports Car, Truck, Van}. When the models were collected, we made

sure that the selected models cover all of the considered categories. To generate a reference label

for a vehicle that is visible in the image, human annotators were asked to perform a two-step

procedure.

In a first step, the CAD model which is most similar in terms of its shape and category to the

target vehicle has to be manually selected from the set of reference CAD model. By implication,

this selection defines the reference shape and category of the vehicle. It has to be noted that the

categories of vehicle types do not have a clear definition and therefore, exhibit a sometimes vague

definition of the class borders. The car body configuration which is determined by the layout of

the engine, passenger and luggage volumes, as well as the amount of pillars of a vehicle, which are

the (near) vertical supports of a car’s roof and its windows, are characteristics that can be used

to distinguish different vehicle types. However, ambiguities in the distinction of vehicle types exist

and are therefore likely to be contained in the reference data for the types.

In a second step, the chosen CAD model is manually fitted to the vehicle visible in the image to

generate the reference parameters for its pose. To this end, a 3D point cloud is generated from the

disparity map which is derived from the stereo images using the method for dense stereo-matching

1https://3dwarehouse.sketchup.com
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Table 1.1: Properties and characteristics of the acquisition setup, the images and the annotations.

Acquisition setup

Cameras
Allied Vision

(AV MAKO G-234C)

Lenses
Schneider Kreuznach

(Cinegon 1.8/4.8-0902)

Focal length 5.0 mm

Base length B 0.85 m

Camera height 1.93 m

Image properties (after rectification)

Focal length fc 793.6 [px]

Cropped image size [px] 1934x860

Horizontal opening angle 100◦

Vertical opening angle 55◦

Annotation

References Fitted CAD models

Table 1.2: Depth uncertainties σz of a 3D point in different distances calculated by applying error

propagation to the stereo triangulation using a standard deviation for the disparity of

1 [px].

distance [m] 5 m 10 m 15 m 20 m 25 m

σz [m] 0.04 0.15 0.33 0.59 0.93

described in (Geiger et al., 2011). For the manual model fitting, a workflow is developed which is

making use of CloudCompare2, a software for 3D processing. CloudCompare is used to visualise

the stereo point cloud in 3D and to import the CAD model that has been chosen as reference

model for the respective vehicle. The fitting is done by manually shifting and rotating the CAD

model to the desired pose. Reaching the desired reference pose is evaluated by the annotator

by alternately inspecting the quality of the fit of the CAD model to the 3D point cloud and the

quality of the fit between the wireframes of the CAD model backprojected to the image and the

actual appearance of the vehicle. Example of the fitting result are shown in Fig. 1.2, where the

backprojected wireframes of the selected and fitted CAD models are depicted on top of the left

stereo image. The 6DoF parameters of the final pose of the transformed CAD model, i.e. its

position in the model coordinate system as well as its orientation, are stored as reference pose

2http://www.cloudcompare.org
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parameters. It has to be noted that due to the restricted set of available CAD models and the

discrepancy between the chosen model and the actual model being visible in the image, slight

differences between the backprojected model shapes and the acquired vehicles are possible to occur

(cf. Fig. 1.2).
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Figure 1.2: Examples of the reference labels. Left: Bounding boxes. Right: Backprojected Wire-

frames of the fitted CAD models. Red colour indicates occluded/truncated and green

colour indicates non-occluded/non-truncated vehicles.
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The minimum bounding box enclosing the backprojected wireframe in the image is defined as

reference 2D image bounding box for each vehicle. Consequently, the 2D reference bounding boxes

comprise potentially occluded and therefore non-visible parts of the vehicles. Furthermore, in the

reference data, two levels of difficulty are differentiated, and the difficulty level is stored as an

additional piece of information for each ref. vehicle. We differentiate between easy vehicles, which

are fully visible in the images, and difficult vehicles, which are occluded or truncated, as additional

information for each vehicle.

The images from the ICSENS data set, contain a subset of visible vehicles without reference labels.

Mostly, those are vehicles that are heavily occluded or that are far away from the camera. Missing

labels, however, prohibit the counting of false positive detections and therefore the computation of

precision scores. Comparable data sets, such as the KITTI benchmark for instance (Geiger et al.,

2012), provide don’t care areas, in which potential detections are not counted as false positives, in

order to overcome this problem. Introducing such areas in the ICSENS data set as well is a still

open task for the future.

1.3 Description of the data and parameters

The data provided in this data set consists of

• stereo images,

• image calibration data (intrinsic and relative orientation),

• reference labels, and

• reference CAD models.

The specification of the data, the definition of the parameters, and a description of how to use the

data will be given in the following sections.

1.3.1 Image data

The image data is contained in the folder images. In this folder, the subfolder left contains the

images acquired by the left stereo camera and the subfolder right contains the images of the right

camera. Corresponding left and right images have the same filename. The filenames of the images

are numbered from 000000.png to 001000.png. During the acquisition, the stereo cameras were

synchronised such that two corresponding images of the left and right camera were acquired at the

same time. The images are stereo rectified and thus, are provided in the stereo normal case.
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1.3.2 Calibration data

The calibration data of the images, comprising the intrinsic parameters as well as the base-length

(since images are provided in the stereo normal case), are contained in the folder calib. One

calibration file is provided for each image pair with the same filename as the images (000000.txt -

001000.txt). The calibration files contain two lines in each of which the 3x4 projection matrix P1

of the left and P2 of the right camera are stored in a row-wise order. The projection matrices are

defined as follows:

P1 =


−f 0 x0 0

0 −f y0 0

0 0 1 0

 , P2 =


−f 0 x0 −f ·B
0 −f y0 0

0 0 1 0

 .
In this definition, f [px] is the focal length, and x0 and y0 are the image coordinates of the principal

point [px]. Both, focal length and principal point are the same for the left and right image. B

[m] is the base length of the stereo rig. In this setting, the origin of the right-handed camera

model coordinate system is defined as the projection centre of the left camera, with the Z-axis

pointing in forward direction, the X-axis pointing left, and the Y-axis pointing up. A 3D point

X = [X,Y, Z, 1]T in the camera model system can be projected to the left and right camera using

the projection matrices with

x1 =


u1

v1

w1

 = P1 ·X, x2 =


u2

v2

w2

 = P2 ·X, (1.1)

where x1/2 is the image point in homogeneous coordinates in the left and right image, respec-

tively.

1.3.3 Reference Labels

The reference labels for each stereo image pair are stored in the folder labels and have the same

filename as the images (000000.txt - 001000.txt). Each row in the label files contains 16 entries as

the reference data for one vehicle in the following order:

• 1-4: image coordinates of the vehicle bounding box in the order xmin, ymax, ymin, ymax

(zero based),

• 5-7: object coordinates of the reference CAD model in the camera model coordinate system

in the order Tx, Ty, Tz,

• 8-10: orientation of the vehicle given as Euler angles [deg] in the range of [-180, 180] in the

order roll (rz), pitch (rx), yaw (ry) w.r.t. the camera model coordinate system,
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• 11-13: scale factors to scale the size of the reference CAD model in the order sx, sy, sz,

• 14: the vehicle type as integer in the range [1,7] (compact car [1], estate car [2], sedan [3],

SUV [4], van [5], sports car[6], truck [7]),

• 15: occlusion/truncation status with 0 = not occluded/truncated and 1 = occluded/truncated,

• 16: the unique model ID referring to one specific model within the CAD model data base.

1.3.4 CAD models

The CAD models used for creating the references are stored as wavefront (.obj) files in the folder

CADmodels. The filename of each CAD model corresponds to the unique model ID. Each CAD

model in the wavefront file is represented by a set of 3D keypoints, a defined triangular mesh

defining the model’s surface, and a set of edges defining the vehicle’s wireframe. The wavefront

files exhibit the following format: Each line of the wavefront file starts with one prefix of the set

{v, l, f} defining the definition of a vertex, a line, or a face, respectively. The format is defined as

follows:

• v, float X, float Y, float Z: description of a vertex of the CAD model in the object centred

coordinate system. The order of the vertices defines the vertex ID.

• f, integer a, integer b, integer c: the definition of a triangular face. a, b, and c represent the

vertex ID of the corner vertices of the triangle,

• l, integer a, integer b: the definition of a line (wireframe edge). a and b represent the vertex

ID of the two points defining the edge.

The vertices of the CAD model are given in an object centred coordinate system with its Z-axis

pointing to the vehicles forward direction, its X-axis pointing in the vehicle’s left direction, and

its Y-axis pointing in the vehicle’s upward direction. To recreate the reference vehicle in the

camera model coordinate system using the provided reference labels of this data set, the CAD

model associated to the model ID of the reference can be transformed using the reference pose

information. To this end, the 3D vertices XCAD in the object centred CAD coordinate system can

be transformed to the camera model system via

XCam = R(rx, ry, rz) · s�XCAD + T, (1.2)
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where s = [sx, sy, sz]T is the scale vector and � performs an element-wise multiplication. Further-

more, T = [Tx, Ty, Tz]T is the translation vector using the reference position and R is the rotation

matrix computed from the reference orientation according to

R(rx, ry, rz) = Rz ·Ry ·Rx

=


cos(rz) −sin(rz) 0

sin(rz) cos(rz) 0

0 0 1

 ·

cos(ry) 0 sin(ry)

0 1 0

−sin(ry) 0 cos(ry)

 ·


1 0 0

0 cos(rx) −sin(rx)

0 sin(rx) cos(rx)

 .
(1.3)
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